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Introduction

Traditional Systems Handle a Single Information Need

Answer
Where 1s VLDB 2026 being held? —_— § —p  BOStoON

Q Search / Retrieval

The VLDB 2026 conference will take place
from Aug 31st to 4th September, 2026 in
Boston, MA, USA.

Retrieve-then-Generate (RAG) works well for simple questions




Introduction

Complex Questions Require Research, Not a Single Search

-\ Find all workshops held from 2020-2026 on RAG, deep research, and vector databases.
Compile their accepted papers and analyze how the research themes have evolved.

No single document contains the complete answer




Introduction

Deep Research Agents Autonomously Plan, Search, and Synthesize

£\ Find all workshops held from 2020-2026 on RAG, deep research, and vector databases.
Compile their accepted papers and analyze how the research themes have evolved.

I need to 1dentify relevant workshops across seven years, verify gg;
their dates and topics, collect accepted-paper lists, and then \/)

compare themes over time.
Plan:
1. Define workshop inclusion criteria.

2. Search conference programs and proceedings by year. Extract
accepted papers and metadata.

3. Verify missing years and duplicate workshops.
4. Group papers by topic and analyze trends.




Introduction

Deep Research Agents Autonomously Plan, Search, and Synthesize

-\ Find all workshops held from 2020-2026 on RAG, deep research, and vector databases.
Compile their accepted papers and analyze how the research themes have evolved.

Web search: “workshop retrieval augmented generation vector ggi)

databases deep research accepted papers”

1. Workshop on Retrieval-Augmented Generation — Program
Topics: retrieval, grounding, knowledge-intensive NLP

2. Vector Database Workshop — Proceedings
Topics: indexing, approximate nearest-neighbor search,
vector database systems

3. Workshop on Deep Research Agents — Accepted Papers
Topics: search agents, long-horizon reasoning,
citation-grounded synthesis




Introduction

Deep Research Agents Autonomously Plan, Search, and Synthesize

& Find all workshops held from 2020-2026 on RAG, deep research, and vector databases.
y & Compile their accepted papers and analyze how the research themes have evolved.

These results identify several recent workshops, but they do not g%@)
cover the entire 2020-2026 period. “Deep research” may also have

appeared under earlier terms such as open-domain QA, knhowledge-

intensive NLP, or multi-hop retrieval.

2020 2021 2022 workshop knowledge-intensive NLP multi-hop retrieval @53
open-domain QA proceedings \/)




Introduction

OpenScholar Turns Scientific Search into Literature Synthesis

Are there any studies showing if LMs can help scientists to synthesize scientific literature? Could you
suggest recent papers?

Generating the initial draft
started 4s ago / estimated: 1 minute
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What Enables OpenScholar to Conduct Deep Research?

Letter Published: 20 March 2011

Millikelvin cooling of an optically trapped microspherein PHYSICAL REVIEW LETTERS 122, 123602 (2019)
vacuum

O S DS Tongcang Li, Simon Kheifets & Mark G. Raizen &

Nature Physics 7, 527-530 (2011) | Cite this article

Cavity Cooling of a Levitated Nanosphere by Coherent Scattering

Uro$ Delié,l’z’* Manuel Reisenbauer,1 David Grass,” Nikolai Kie:sel,l Vladan Vuletié,3 and Markus Aspelmeyerl‘2
'Vienna Center for Quantum Science and Technology (VCQ), Faculty of Physics, University of Vienna,
10k Accesses | 514 Citations | 10 Altmetric | Metrics 2 Boltznanngasse 5, A-1090 Vienna, Austria
Institute for Quantum Optics and Quantum Information (IQOQI), Boltzmanngasse 3, A-1090 Vienna, Austria
3Department of Physics and Research Laboratory of Electronics, Massachusetts Institute of Technology,

[J savearticle

Abstract Cambridge, Massachusetts 02139, USA
® i : i
What are Ways to C OOI Cooling of micromechanical resonators towards the quantum mechanical ground state in their @l (Received 21 December 2018; published 27 March 2019)
centre-of-mass motion has advanced rapidly in recent yearst#345678 This work is animportant We report three-dimensional (3D) cooling of a levitated nanoparticle inside an optical cavity.

t h e C en t re = Of- m aSS O pe n SC h OI ar step towards the creation of ‘Schrédinger cats’, quantum superpositions of macroscopic The cooling mechanism is provided by cavity-enhanced coherent scattering off an optical tweezer.

The observed 3D dynamics and cooling rates are as theoretically expected from the presence of both linear

(C (0] M) m ot i on Of retri ever observables, and the study of their destruction by decoherence. Here we report optical trapping and quadratic terms in the interaction between the particle motion and the cavity field. By achieving
of glass microspheres in vacuum with high oscillation frequencies, and cooling of the centre-of- nanometer-level control over the particle location we optimize the position-dependent coupling and

| eVit at e d n a n o a rti C l e S? mass motion from room temperature to a minimum temperature of about 1.5 mK. This new demonstrate axial cooling by two orders of magnitude at background pressures of 6 x 10~ mbar. We also
p - estimate a significant (> 40 dB) suppression of laser phase noise heating, which is a specific feature of the

system eliminates the physical contact inherent to clamped cantilevers, and can allow ground- . .. . .
y phy p g coherent scattering scheme. The observed performance implies that quantum ground state cavity cooling of

i 9,10,11,12,13,14,15 i i . . .
state cooling from room temperature -More importantly, the optical trap can be levitated nanoparticles can be achieved for background pressures below 1 x 10~7 mbar.

switched off, allowing a microsphere to undergo free-fall in vacuum after cooling’2. This is ideal
) " ) ; ) ] DOL: 10.1103/PhysRevLett.122.123602
for studying the gravitational state reduction'®121812 3 manifestation of the apparent conflict

between general relativity and quantum mechanics!®22, A cooled optically trapped object in | — —
vacuum can also be used to search for non-Newtonian gravity forces at small scales!, measure

the impact of a single air molecule!* and even produce Schrédinger cats of living organisms2.

OpenScholar reranker -

L — S

Asai et al. Nature 2026. Synthesizing Scientific Literature with Retrieval-augmented LMs.
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What Enables OpenScholar to Conduct Deep Research?

OpenScholar self-feedback inference

Currently, the most commonly
used cooling method is feedback
Intial draft cooling [1]. By measuring the
real-time position... An alternative
method involves levitating the
nanosphere in an optical cavity
and cooling via coherent

Draft n scattering [2]. The trapping laser
Feedback n is red-detuned from...

OSDS

What are ways to cool l

the centre-of-mass OpenScholar
(CoM) motion of retriever
levitated nanoparticles?

OpenScholar reranker

Initial feedback

Draftn + 1

Feedback n + 1 [1] Millikelvin cooling of an
optically trapped microsphere...
[2] Cavity cooling of a levitated
P nanosphere by coherent...

Asai et al. Nature 2026. Synthesizing Scientific Literature with Retrieval-augmented LMs.
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Deep Research Requires Co-Desighing Agents and Retrievers

Reasoning + current knowledge gap

T
0 -

Research Agent Retrievers
Plan + Search + Reflect Search and return documents

Return retrieved evidence

10
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Two Challenges in Co-Designing Deep Research Systems

Agent Learning Retrieval
GSMB8K training set Verification function
MATH training set r= { ) 1 corref:t -«
0 otherwise
Precise instruction following
* Reward

State Action
Prompt: —> —> Response:

LM Policy: 7Ty

Relies on retrievers optimized for human
queries or static RAG

v, .

Relies on RL with Verifiable Rewards (RLVR)

How can agents learn from open-ended, How should agents search as their
hard-to-verify research outcomes” reasoning evolves?




Introduction

Two Challenges in Co-Designing Deep Research Systems

Agent Learning

GSMB8K training set Verification function
| if correct
MATH training set r= { . -«
0 otherwise
Precise instruction following
* Reward
State Action
Prompt: —> —> Response:
LM Policy: 7Ty

Relies on RL with Verifiable Rewards (RLVR)

v,

How can agents learn from open-ended,
hard-to-verity research outcomes”?




1 | DR Tulu: Training Deep Research Agents

Most DR Training Still Focuses on Short-Answer Tasks

55+

45-

35-

25

15-

{y; Tongyi DeepResearch

BrowseComp

Q: Please i1dentify the fictional character who occasionally
breaks the fourth wall with the audience, has a backstory
involving help from selfless ascetics, i1s known for his
humor, and had a TV show that aired between the 1960s and
1980s with fewer than 50 episodes.

A: Plastic Man

) et
o W
oo

Mid-training Post-training

Agentic CPT Agentic CPT
=>> Stage 1 - Stage 2 — —p>-
32K 128K

Tongyi Deep Research Team. 2025. Tongyi Deep Research Technical Report.

13



1 | DR Tulu: Training Deep Research Agents

Short Answers Enable Verifiable Rewards

GSMS8K training set Verification function

MATH training set

— [I if correct
0 otherwise

Precise instruction following

¢ Reward

State Action
0% 2 Do

LM Policy: g

Lambert et al. COLM 2025. Tulu 3: Pushing Frontiers in Open Language Model Post-Training.

14



1 | DR Tulu: Training Deep Research Agents

Long-Form Research Has No Single Correct Answer

Find all workshops held from 2020-2026 on RAG, deep
research, and vector databases. Compile their accepted
papers and analyze how the research themes have evolved.

I found 18 relevant workshops and 426 accepted papers across ggi)
ACL, SIGIR, KDD, NeurIPS, and VLDB [1-18]. The complete list

appears below.

The focus shifted from dense retrieval and QA to RAG and §§i>
vector infrastructure, and more recently to agentic search

and long-horizon research [3, /7, 11].

There are many valid answers; quality is not binary

15



1 | DR Tulu: Training Deep Research Agents

DR Tulu Trains Open Agents for Long-Form Research

How did Netflix manage to successfully adapt
One Hundred Years of Solitude, a notoriously
difficult book to bring to the screen?

Fully open 8B deep research agent

Q Selects and uses appropriate search tools

DR Tulu

Agentic Workflow

Long-form Report with Citations

Netflix's adaptation avoided a literal replica of D) . . : .
Macondo and instead fused real locations with rOd uces Clalm_level Cltatlons frOm Credlble
meticulously built sets W t5 honor the novel's ‘ ‘

essence while giving the show contemporary SOuUrces

visual grammar. The production grounded

magical realism in front-of-camera practical

craft, relying on makeup, special effects® .....

The location strategy and production design...

Sources

[1] The production team behind Netflix's adaptation of
"One Hundred Years of Solitude,” LA Times

[2] The article discusses Netflix's adaptation of Gabriel
Garcia Mdarquez's celebrated novel, NY Times

Shao*, Asai* et al. ICML 2026 (Oral). DR Tulu: Reinforcement Learning with Evolving Rubrics for Deep Research.
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Evolving Rubrics Turn Research Criteria into Rewards

HSEELELES

K
1
S(z,y;) = W wrJUDGE(Tk, ¥i)
k=1

Generate Evolving
Rubrics 7

Rubrics specify the criteria that a strong answer should satisfy

Shao*, Asai” et al. ICML 2026 (Oral). DR Tulu: Reinforcement Learning with Evolving Rubrics for Deep Research.

17



1 | DR Tulu: Training Deep Research Agents

Rubrics Evolve as the Agent Discovers Better Answers

User query

Describe how genetically
engineering T cells could be
used as an anti-inflammatory
therapy for IBD by changing
cytokine signaling between T
cells and macrophages.

(a ,l,Generate rubrics with search

Persistent rubrics

(") Cites “IL-10-engineered T
cells reduced colitis severity”

(") States ‘engineering T cells to
overexpress IL-10 suppresses
macrophage TNF-a”

Shao*, Asai” et al. ICML 2026 (Oral). DR Tulu: Reinforcement Learning with Evolving Rubrics for Deep Research.

18



1 | DR Tulu: Training Deep Research Agents

Rubrics Evolve as the Agent Discovers Better Answers

User query Agent environment

. . A
Describe how genetically © a

. . Web Scholar  Google
engineering T cells could be Browsing  Search  Search
used as an anti-inflammatory / /

therapy for IBD by changing

cytokine signaling between T Model rollouts

cells and macrophages.

Y1 [...] T cells suppresses macrophage
(2 | Generate rubrics with search TNF-a via STAT3 activation |...]

Persistent rubrics

Y2 [...] systemic IL-6 did not increase
. and no cytokine-release syndrome
() Cites “IL-10-engineered T policy atstept was observed |[...]

cells reduced colitis severity”
Y3 [...] An anti-inflammatory signal

(") States “engineering T cells to increases a pro-inflammatory
overexpress IL-10 suppresses signal, which surprisingly results in
macrophage TNF-a” reducing inflammation overall [...]

Shao*, Asai” et al. ICML 2026 (Oral). DR Tulu: Reinforcement Learning with Evolving Rubrics for Deep Research.



1 | DR Tulu: Training Deep Research Agents

Rubrics Evolve as the Agent Discovers Better Answers

: The rubric buffer is also used for generating rubric
User query Agent environment B
. . A
Describe how genetically \;Oi e Ea,
g 5 e cholar oogle . .
engineering T cells could be Browsing  Search  Search New rubrics per instance

used as an anti-inflammatory / /«
therapy for IBD by changing - T'1 Theresponse states that IL-10
cytokine signaling between T Model rollouts o from engineered T cells suppresses
cells and macrophages. Rubrics macrophage TNF-a via STAT3 1
Y1 [...] T cells suppresses macrophage generation activation.
(2 l Generate rubrics with search TNF-a via STAT3 activation |...] -
by contrasting
. ! : . T2 The response states that systemic
Persistent rubrics Y2 [...] systemic IL-6 did not increase rollouts IL-6 did not increase and no

and no cytokine-release syndrome

: Positive rubric” cytokine-release syndrome was
() Cites “IL-10-engineered T policy atstep t was observed |...]

observed after infusion.
cells reduced colitis severity”
Y3 [...] An anti-inflammatory signal

: . r :
(") States ‘engineering T cells to increases a pro-inflammatory o, 3 The: response cont.a.ms wrong
: : -, : “Sat, claims that an anti-inflammatory
overexpress IL-10 suppresses signal, which surprisingly results in e i ok o
macrophage TNF-a” reducing inflammation overall |[...] Cytoxine upreguiates...

Shao*, Asai” et al. ICML 2026 (Oral). DR Tulu: Reinforcement Learning with Evolving Rubrics for Deep Research.
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Rubrics Evolve as the Agent Discovers Better Answers

: The rubric buffer is also used for generating rubric
User query Agent environment B
. . A
Describe how genetically \;Oi e Ea,
g 5 e cholar oogle . .
engineering T cells could be Browsing  Search  Search New rubrics per instance

used as an anti-inflammatory / /«
therapy for IBD by changing - T'1 Theresponse states that IL-10
cytokine signaling between T Model rollouts o from engineered T cells suppresses
cells and macrophages. Rubrics macrophage TNF-a via STAT3 1
Y1 [...] T cells suppresses macrophage generation activation.
(2 l Generate rubrics with search TNF-a via STAT3 activation |...] -
by contrasting
. ! : . T2 The response states that systemic
Persistent rubrics Y2 [...] systemic IL-6 did not increase rollouts IL-6 did not increase and no

and no cytokine-release syndrome

: Positive rubric” cytokine-release syndrome was
() Cites “IL-10-engineered T policy atstep t was observed |...]

observed after infusion.
cells reduced colitis severity”
Y3 [...] An anti-inflammatory signal

: . r :
(") States ‘engineering T cells to increases a pro-inflammatory o, 3 The: response cont.a.ms wrong
: : -, : “Sat, claims that an anti-inflammatory
overexpress IL-10 suppresses signal, which surprisingly results in e i ok o
macrophage TNF-a” reducing inflammation overall |[...] Cytoxine upreguiates...

Shao*, Asai” et al. ICML 2026 (Oral). DR Tulu: Reinforcement Learning with Evolving Rubrics for Deep Research.



1 | DR Tulu: Training Deep Research Agents

Rubrics Evolve as the Agent Discovers Better Answers

User query

Describe how genetically
engineering T cells could be

Agent environment

® @ [
Web Scholar  Google
Browsing  Search  Search

used as an anti-inflammatory / /‘

therapy for IBD by changing

cytokine signaling between T Model rollouts

cells and macrophages.
Y1 [...] T cells suppresses macrophage
(2 | Generate rubrics with search TNF-a via STAT3 activation |...]
ﬂ-et Y2 [...] systemic IL-6 did not increase
> and no cytokine-release syndrome
(") Cites “IL-10-engineered T policy at stept was observed |...]

cells reduced colitis severity

n

Y3 [...] An anti-inflammatory signal

(") States ‘engineering T cells to increases a pro-inflammatory
overexpress IL-10 suppresses signal, which surprisingly results in

macrophage TNF-a”

reducing inflammation overall [...]

The rubric buffer is also used for generating rubrics Rubric buffer
P

A 4

Rubrics

generation

>

by contrasting

Ne

rollouts

Positive rubric”

.‘{1"(///'
€ rubyic”

New rubrics per instance

r1

r2

Persistent Rubrics: @

%
%;é Rubrics collected during training:
The response states that IL-10 @
from engineered T cells suppresses
macrophage TNF-a via STAT3
activation. \'
The response states that systemic
IL-6 did not increase and no K
cytokine-release syndrome was ~ Sz,y) = Z wy * JUDGE(7k, y)
observed after infusion. k=l

The response contains wrong

claims that an anti-inflammatory
cytokine upregulates... K, S Updates’ ﬂ'e |

Shao*, Asai” et al. ICML 2026 (Oral). DR Tulu: Reinforcement Learning with Evolving Rubrics for Deep Research. 22



1 | DR Tulu: Training Deep Research Agents

DR Tulu Achieves SOTA on Long-Form DR Benchmarks

™ Tongyi DR 30B WebExplorer » DR Tulu 8B

90
67.5
45

22.5

SQAvV2 HealthBench

Shao*, Asai” et al. ICML 2026 (Oral). DR Tulu: Reinforcement Learning with Evolving Rubrics for Deep Research.

23



1 | DR Tulu: Training Deep Research Agents

Open Deep-Research Agents Can Compete with Frontier Systems

90

67.5

45

22.5

™ Tongyi DR 30B ~ WebExplorer ¥ DR Tulu 8B
. Perplexity DR ~ Gemini 3 + Search .~ OpenAl DR

v ,‘L
%74

Shao*, Asai” et al. ICML 2026 (Oral). DR Tulu: Reinforcement Learning with Evolving Rubrics for Deep Research.

SQAv2 HealthBench

24



1 | DR Tulu: Training Deep Research Agents

Open Deep-Research Agents Can Compete with Frontier Systems

Average Performance Across Deep Research Benchmarks

Best performance/cost
GPT-5+Search
= DR Tulu-8B SoorAIDE
* o m P
.Gemini 3 Pro+Search W Ai2 ScholarOA
| r
o Tongyi DR-30B-A3B (Claude Sonnet)
L0
X WebExplorer-8B
o
o)
3 o WebThinker-32B-DPO
N
ASearcher-Web-7B *  Ours (Open)
o Open Model
| ClosedModel
T T T e T e T —

Cost (USD)

Shao*, Asai” et al. ICML 2026 (Oral). DR Tulu: Reinforcement Learning with Evolving Rubrics for Deep Research.
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Longer RL Continues to Improve Research Performance

Performance continues to improve beyond 3k RL steps

__e
o~
- 60
—”“’
58
3
=56
. o
A 541
] —e— On Policy SFT )
=& Our SFT —— — ¢
—8— Undertrained SFT 50 -
®— No SFT 0 500 1000 1500 2000 2500
! ! ! ' ' ' RL training steps
0 200 400 600 1000 1900 4000 g >tep
RL training steps —== NoRL —®— w/RLER —@— w/ initial rubrics only @ —&— w/random

Shao*, Asai* et al. ICML 2026 (Oral). DR Tulu: Reinforcement Learning with Evolving Rubrics for Deep Research.
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Introduction

Two Challenges in Co-Designing Deep Research Systems

Retrieval

Relies on retrievers optimized for human
queries or static RAG

How should agents search as their
reasoning evolves”?

27



2 | AgentlR: Retrieval for Deep Research Agents

Existing Retrievers See Only the Query

Original Task J What is the overall goal?

Previous Reasoning

Previous Query

What's already been found?

% Previous Evidence What evidence is missing?

x discard all prior context

A
Latest Query J -_ e

28



2 | AgentlR: Retrieval for Deep Research Agents

Deep Research Agents Often Work around Fixed Retrievers

Repeated searches

e | ocal: BM25 / Embeddings

o APIs: Web search, Browsing

Ambiguous queries lead to irrelevant results

29



2 | AgentlR: Retrieval for Deep Research Agents

Reasoning-Aware Retrieval Leverages the Agent’s History

Embedding models aren’t trained with

reasoning traces as input

Q =
—>
)

Retrieve with the query and reasoning
Latest Query J that produced it

30



2 | AgentlR: Retrieval for Deep Research Agents

Deep Research Has No Labels for Intermediate Searches

Standard Retriever Training Deep Research Trajectory

A
Global question
A . N [N
L (Beon oy ) BIES
Query g
k °
ENegatlve

Relevance labels are provided or easily v
inferred (e.g., including answer strings) Intermediate searches have no local labels

The trajectory gives us queries but not the supervision to train a retriever

31



2 | AgentlR: Retrieval for Deep Research Agents

DR-Synth Trains Retrievers on Agent-Generated Information Needs

Results O;

% Doc 1
: ) 5 Doc2

QA —
Que 3 Doc 3
N Y G Yy é
O
O
O
é Doc 50
\ Yy

Chen et al. COLM 2026. AgentlR: Reasoning-Aware Retrieval for Deep Research Agents.



2 | AgentlR: Retrieval for Deep Research Agents

DR-Synth Trains Retrievers on Agent-Generated Information Needs

; I 4 I
Results O; Add Global Golds P
% Doc 1 Global Gold 1
O
4 ) . O
é Doc 2 o
A\ —> —> Global Gold 5
Query g é Doc 3 ;
\. S é Doc 1
0
O O
O O
O
é Doc 50 é Doc 45
\ Y \ J

Chen et al. COLM 2026. AgentlR: Reasoning-Aware Retrieval for Deep Research Agents.
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DR-Synth Trains Retrievers on Agent-Generated Information Needs

-
N\
5 Query g

é

r @

Results O;

Doc 1

Doc 2

Doc 3

Doc 50

-

Chen et al. COLM 2026. AgentlR: Reasoning-Aware Retrieval for Deep Research Agents.

Add Global Golds P

Global Gold 1
O

Global Gold 5

é Doc 1

~

&

Q

Global Query Q

/

'

s

&

'

Listwise Rerank

\

.

I

-

.

Global Answer A

~

.

34



2 | AgentlR: Retrieval for Deep Research Agents

DR-Synth Trains Retrievers on Agent-Generated Information Needs

-
N\
5 Query g

Results O;

5] Doct
é Doc 2
é Doc 3

é Doc 50

-

Add Global Golds P

Global Gold 1

Global Gold 5

é Doc 1

~

&

Q

Global Query Q

/

'

s

&

'

Listwise Rerank

\

.

I

-

.

Global Answer A

~

.

Reranked

é Reranked1

é Reranked 2

é Reranked 49 - - |

é Reranked 50 - -}

Label: Positive

Label: Negative

Label: Negative

/

Chen et al. COLM 2026. AgentlR: Reasoning-Aware Retrieval for Deep Research Agents.
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2 | AgentlR: Retrieval for Deep Research Agents

AgentIR Finds More Evidence with Fewer Searches

104

60 -
x
350-
©
| -
>
U
2 40 - \ \

\
BM25
30+
—— Tongyi-DeepResearch —— 055-120b-high — GLM-4.7
20;‘; T T T T T T T T ]
0 5 10 15 20 25 30 35 40 45

Number of Search Calls

Chen et al. COLM 2026. AgentlR: Reasoning-Aware Retrieval for Deep Research Agents.



2 | AgentlR: Retrieval for Deep Research Agents

AgentIR Finds More Evidence with Fewer Searches

104

60 -
8\2 \.  \\
>s50{ Qwen3-Embed-8B » 2
: \
>
U
< 40-

BM25
30+
—— Tongyi-DeepResearch —— 055-120b-high — GLM-4.7
20;; T T T T T T T T ]
0 5 10 15 20 25 30 35 40 45

Number of Search Calls

Chen et al. COLM 2026. AgentlR: Reasoning-Aware Retrieval for Deep Research Agents.



2 | AgentlR: Retrieval for Deep Research Agents

AgentIR Finds More Evidence with Fewer Searches

107
AgentIR-4B (Ours)
60 - \\
S O\
>s501 Qwen3-Embed-8B » ®
< |
=
U
< 40- \
BM25
30+
—— Tongyi-DeepResearch —— 055-120b-high — GLM-4.7
205 , , ' , | | | . |
0 5 10 15 20 25 30 35 40 45

Number of Search Calls

Chen et al. COLM 2026. AgentlR: Reasoning-Aware Retrieval for Deep Research Agents.



2 | AgentlIR: Retrieval for Deep Research Agents

Ablation: Effectiveness of Reasoning-Aware Retrieval

Simply augmenting queries with reasoning traces during inference helps
AgentiR-4B
(w/o Training)

0 Qwen3-Embed-4B 1

Accuracy (%)
N w EaN un (o)} ~
o o o o o o

-
o

55.5 54.0
I 51.3 .
| II476 I' II

Tongyi-DR gpt-0ss-120B GLM-4.7 Tongyi-DR (Visit)

o

Chen et al. COLM 2026. AgentlIR: Reasoning-Aware Retrieval for Deep Research Agents.
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2 | AgentlIR: Retrieval for Deep Research Agents

Ablation: Effectiveness of DR-Synth

DR-Synth training + reasoning-aware retrieval provides the largest gain

AgentiR-4B
(w/o Training)

66.3 67.0 64.7 68.1
55.5 54.0
51.3 .
48.7 47.6 50.5 50 9 50.2

Tongyi-DR gpt-0ss-120B GLM-4.7 Tongyi-DR (Visit)

o Qwen3-Embed-4B W e AgentiR-4B

Accuracy (%)
N w EaN un (o)} ~
o o o o o o

(-
o

o

Chen et al. COLM 2026. AgentlR: Reasoning-Aware Retrieval for Deep Research Agents.
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2 | AgentlIR: Retrieval for Deep Research Agents

Ablation: Alternative Source of Retrieval Signals

Accuracy (%)
= N w S un (o)} ~
o o o o o o o

o

Current reasoning provides the strongest retrieval signal

Current Reasoning Prior Prior Queries Prior Queries
“% None WW (AgentIR-4B) " Queries ™ + Reasonings ™ + Reasonings + Docs

66.3 67.0 68.1 66.3

64.3 64.7
58.7

63.1 63.1 63.0

61.9

60.0 60.8 59.5

59.4 58.7

59.2

59.1

57.5

61.5

Tongyi-DR gpt-0ss-120B GLM-4.7 Tongyi-DR (Visit)

Chen et al. COLM 2026. AgentlIR: Reasoning-Aware Retrieval for Deep Research Agents.
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